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Abstract Reverse engineering of binary code file has become increasingly easier
to perform. The binary reverse engineering and subsequent software exploitation
activities represent a significant threat to the intellectual property content of com-
mercially supplied software products. Protection technologies integrated within
the software products offer a viable solution towards deterring the software exploi-
tation threat. However, the absence of metrics, measures, and models to charac-
terize the software exploitation process prevents execution of quantitative
assessments to define the extent of protection technology suitable for application
to a particular software product. This paper examines a framework for collecting
reverse engineering measurements, the execution of a reverse engineering exper-
iment, and the analysis of the findings to determine the primary factors that affect
the software exploitation process. The results of this research form a foundation for
the specification of metrics, gathering of additional measurements, and develop-
ment of predictive models to characterize the software exploitation process.
ª 2005 Elsevier Ltd. All rights reserved.
Introduction

Deployed software products are known to be
susceptible to software exploitation through re-
verse engineering of the binary code (executable)
files. Numerous accounts of commercial companies
reverse engineering their competitor’s product,
for purposes of gaining competitive advantages,
have been published (Bull et al., 1995; Chen, 1995;
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Tabernero, 2002). Global movement towards the
use of industrial standards, commercially supplied
hardware computing environments, and common
operating environments achieves software engi-
neering goals of interoperability, portability, and
reusability. This same global movement results in
a reduced cost of entry for clandestine software
exploiters to successfully reverse engineer a binary
code file. A software exploiter, with rudimentary
skills, possesses a threat to recently deployed
commercial software product because (1)
machine-code instruction set and executable file
rved.
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formats (Tilley, 2000) are routinely published, (2)
hex editors, dissemblers, software in-circuit emu-
lators tools are readily available via Internet sour-
ces, and (3) similar attack scenarios involving
reverse engineering of binary code files are readily
accessible through numerous hacking websites.
There are also legitimate reasons for reverse engi-
neering code in such cases as legacy systems (Mull-
er et al., 2000; Cifuentes and Fitzgerald, 2000) and
so there is a body of published academic material
(Weide et al., 1995; Interrante and Basrawala,
1988; Demeyer et al., 1999; Wills and Cross,
1996; Gannod et al., 1988) to which a software ex-
ploiter could refer although the main focus of this
effort is at source code level (Muller et al., 2000).

The commercial software product developer is
forced to employ various protection technologies to
protect both the intellectual property content and
the software development investment represented
by the software asset to be released into the
marketplace. The commercial software product de-
veloper must determine the appropriate protection
technologies that are both affordable and supply
adequate protection against the reverse engineering
threat for a desired period of performance.

The absence of predictive models that charac-
terize the binary reverse engineering software
exploitation process precludes an objective and
quantitative assessment of the time since first
release of the software asset to when software
exploitation is expected to successfully extract
useful information content. Similar to parametric
software development estimation models (e.g.,
COCOMO), the size and complexity of the binary
code file to be reverse engineered are considered
to be a prime contributing factor to the time and
effort required to execute the reverse engineering
activity. Additionally, the skill level of the soft-
ware exploiter is also considered to be a primary
contributing factor. This paper describes the exe-
cution of an experiment to derive empirical data
that will validate a set of proposed attributes that
are believed to be the primary factors affecting
the binary reverse engineering process.

Background

An insider is assumed to have access to develop-
mental information resources pertaining to the
commercial software product including the prod-
uct source code. An outsider does not have access
to this information and must resort to analysis of
available software product resources. Such avail-
able software product resources may be little
more than the binary code file as released from
the original developer. The outsider is forced to
execute a binary reverse engineering activity
beginning with the binary code file and concluding
when some desired end goal has been achieved.

The entry criterion is defined as the time when
the outsider first obtains a copy of the binary code
file so as to commence the reverse engineering
process. The commercial software product vendor
must assume that this entry criterion coincides
with the first market release of the product.

The exit criterion is determined by the time when
the outsider has satisfied a particular end goal for
the software exploitation process. Unlike software
development activities where the singular end goal
is to deliver a reasonably well-tested software
product to an end user given the available funding
and schedule resources, binary reverse engineering
activities may have multiple software exploitation
end goals (Kalb). The first software exploitation end
goal is defined as obtaining sufficient information re-
garding the software product’s operational function,
performance, capabilities, and limitation. Satisfying
this first software exploitation end goal enables the
software exploiter to transfer the information gath-
ered to other software products that are either in
development or are already deployed. The second
software exploitation end goal builds upon the first
and is defined as enabling minor modifications to
alter/enhance the deployed software product. Sat-
isfying this second software exploitation end goal
enables (1) circumvention of existing performance
limiters and protection technologies to enhance
the operational performance of the deployed soft-
ware product, and/or (2) insertion of malicious
code artefacts to corrupt the execution of the de-
ployed software product. The third software exploi-
tation end goal builds upon the previous two and is
defined as enabling major modifications to enhance
the operational performance of the deployed soft-
ware product. Satisfying this third software exploi-
tation end goal enables a significant alteration of
the deployed software product’s functional and
operational performance characteristics.

Regardless of the particular software exploita-
tion end goal to be obtained, the software exploi-
tation process must be defined to base a series of
experiments that will enable the capturing of
measurement data. This software exploitation
process commences when the exploiter acquires
the binary code file that represents the subject for
the reverse engineering activity. For network-
centric computing, this acquisition step is rather
expediently performed and may be no more effort
than locating the particular executable or load file
that will be the subject of subsequent reverse
engineering activities. For commercial software
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products, this acquisition step encompasses the
purchase and installation of the product followed
by the selection of a particular executable or load
file for subsequent reverse engineering activities.
Embedded computer systems may require greater
effort during the acquisition step since the binary
code assets must be extracted from internal
memory devices using various attack scenarios
(e.g., in-circuit emulators, bus monitors or
invasive memory read-out attacks).

The next step in the software exploitation pro-
cess is a static analysis of the binary code file to
derive information to support subsequent reverse
engineering activities (Kalb). Using a hex editing
tool the software exploiter can identify useful
text strings that may encompass library function
names, symbol table entries, debug messages, error
messages, I/O messages, and/or residual text in-
serted by the compilation environment (e.g., com-
piler version number, data and time stamps, etc.).
The software exploiter can analyze the file header
information used during the loading process to ver-
ify the binary file format employed (e.g., COFF, ELF,
PE, etc.). Knowledge of the binary file format
enables correct navigation through the contents
of the binary code file along with identification of
the major structural segments contained within
the binary code file such as the instruction segment.
Static analysis may include using a disassembler to
produce human readable assembly code for sec-
tions of the instruction segment that may be ana-
lyzed to determine functional attributes.

The next step in the software exploitation process
is a dynamic analysis of the binary code file to
evaluate the operational characteristics of the soft-
wareproduct (Kalb). Execution of the binary codefile
either on the actual target processor or within an
emulation environment enables the observation of
the execution behaviour of the software product.
Test case inputs can be supplied to stimulate func-
tionality within the software product wherein the
execution behaviour may be observed by the soft-
ware exploiter. The information gathered through
static and dynamic analyses of the binary code file
is sufficient for the software exploiter to achieve
the first software exploitation end goal.

Achieving the second or third software exploita-
tion end goal requires modification of the software
product. The software exploiter uses the informa-
tion gathered through static and dynamic analyses
of the software product to determine the nature
and location of the desired change/enhancement
to be applied to the software product. The actual
application of the change/enhancement takes the
form of a software patch of the existing binary code
file to alter the execution of the software product.
The extent of the modifications determines whether
it is the second or the third software exploitation
end goal that is to be achieved.

Anticipating the software exploitation of the
deployed software product, the commercial soft-
ware product developer can perform a vulnerability
assessment culminating with the selection of ap-
propriate tamper resistance technologies to be
integrated into the end product. The vulnerability
assessment concludes with an estimate of the time
since first deployment of the software product when
it is anticipated that software exploiters would have
achieved one of the software exploitation end
goals. Based upon the estimate of software exploi-
tation timeline, the commercial software product
developer may elect to employ software tamper
resistance technology. The application of software
tamper resistance technology extends the software
exploitation timeline by increasing the difficulty
relating to reverse engineering of the binary code
file contents.

Experiments have been used in the past to
perform both tool assessments and user studies
(Cifuentes and Fitzgerald, 2000; Gleason, 1992;
Storey et al., 1996). The experiment described in
this paper attempts to determine the primary fac-
tors that affect the software reverse engineering
process. These primary factors once defined and
characterized could be used to quantitatively esti-
mate the software exploitation timeline diminish-
ing the subjectivity that currently dominates the
estimation process.

Assertions

Prior to executing the reverse engineering exper-
iment, a set of assertions were identified to be
validated once experimental results had been
obtained. The first assertion was that a statistical
model could illustrate the relationship between
education and technical ability of the software
exploiter and their ability to successfully reverse
engineer a software product. The second assertion
was that the complexity of the binary code file is
related to the complexity of the human readable
source code. The reverse engineering experiment
uses the Halstead and McCabe software complexity
metrics to explore this relationship.

Experiment

The reverse engineering experiment requires a set
of test subjects to perform a sequence of tasks
relating to the reverse engineering of a set of



224 I. Sutherland et al.
binary code files. The test subject’s progress and
success during each task are monitored using
a variety of techniques to enable a series of
deductions to be made concerning the effort
required to reverse engineer a binary code file of
known size and complexity. To expediently exe-
cute the reverse engineering experiment, each
task was allotted a specific amount of time. The
progress of each test subject towards achieving
the task objective is then assessed. This approach
avoids the potentially open ended approach of
allowing each test subject to perform the task to
a completion criterion consuming as much time as
required to complete the task.

The set of test subjects included 10 student
volunteers attending the University of Glamorgan.
This included six undergraduates (three second-
year students and three third-year students),
three masters students, and one post-masters
student providing diversity in the education/tech-
nical skills suitable for experimental requirements.
Prior to the commencement of the experiment the
test subjects were informed that the nature of the
experiment related to reverse engineering of
executable programs that contained simple algo-
rithms. The test subjects were provided a reading
list and a copy of the platform used (Redhat 7.2
GNU/Linux) along with documentation.

The reverse engineering experiment is parti-
tioned into three stages that include an initial
assessment of the test subject’s knowledge/skill
base, execution of the reverse engineering tasks
on a set of test objects, and a post-experiment
assessment to obtain feedback on the experiment.
A set of six test object programs were developed
that included (1) Hello World, (2) Date, (3) Bubble
Sort, (4) Prime Number, (5) LIBC, and (6) GCD
(Table 1). The test object programs were purposely
selected to be easily recognizable algorithms,
approximately same size to afford reasonable re-
verse engineering progress given a restrictive
amount of time, and absence of proprietary soft-
ware elements to avoid legal infringements associ-
ated with reverse engineering of binary code files.
A subset of the six test object programs were
compiled with the debug option enabled (Program
Set A) while another subset of the six test objects
were compiled with the debug option disabled
(Program Set B). This approach provides the test
subjects the opportunity to reverse engineer the
same test object thereby enabling the assessment
of the value that debug information retained in the
binary code file adds to the reverse engineering
process.

The initial assessment of the test subject’s
knowledge/skill base requires each test subject
to complete a questionnaire. The questionnaire
inquired as to the number of years of experience
the test subject possessed regarding UNIX and the
C programming language. The majority of test
subjects had at least one year’s experience with
UNIX and the C programming language. The ques-
tionnaire also included a series of multiple choice
questions. The multiple choice questions focused
on UNIX commands relating to reverse engineering
to provide an assessment of the test subject’s level
of experience/capability.

The execution of the reverse engineering ex-
periment required each test subject to perform
a static, dynamic, and modification task on each of
the test object programs within a constrained time
limit. Test object filenames were selected so as
not to reveal the function of the binary. Each test
subject was supplied with a tutorial worksheet
that provided general guidance during each spe-
cific task. For example, the static task tutorial
worksheet requested each test subject to deter-
mine the size of the binary, determine the creation
time of the binary, speculate as to the type of
information contained in the file, identify all
strings and any constants present in the execut-
able, and generate the assembly language for the
program. The dynamic task tutorial worksheet
requested each test subject to determine if any
input is required by the binary, describe the output
produced by the binary, identify any command line
arguments required by the binary, and describe
the function/purpose of the binary. The modify
task tutorial worksheet requested each test sub-
ject to perform a specific modification to the test
object program that requires the development and
insertion of a software patch to the binary code
file. For example, the test subjects were re-
quested to modify the Hello World binary so that
upon execution the program would output ‘‘World
Hello’’ or to modify the Bubble Sort binary so that
upon execution the program sorts in descending
rather than ascending order. During the time
allotted for each task the test subjects were
required to perform the work requested and re-
cord their findings on the tutorial worksheets
provided for that task. Upon expiration of the
allotted time the tutorial worksheets were col-
lected and replaced with the next tutorial work-
sheet in the experiment.

Test subjects were provided with Program Set A
during the morning session of the reverse engi-
neering experiment. Experiment developers were
present to observe the execution of the experi-
ment and to observe any interactions between test
subjects. Test subjects were allowed to interact
during the lunchtime break since it was decided
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Table 1 Reverse engineering experiment framework

Session Event Test
object

Program
function

Task Duration
(min)

Total
duration (min)

Morning
session

Initial assessment
Program Set A
(debug option enabled)

1 Hello World Static 15 35
Dynamic 10
Modify 10

2 Date Static 10 30
Dynamic 10
Modify 10

3 Bubble Sort Static 15 45
Dynamic 15
Modify 15

4 Prime Number Static 15 45
Dynamic 15
Modify 15

Lunch

Afternoon
session

Program Set B
(debug option disabled)

5 Hello World Static 10 30
Dynamic 10
Modify 10

6 Date Static 10 30
Dynamic 10
Modify 10

7 GCD Static 15 45
Dynamic 15
Modify 15

8 LIBC Static 15 45
Dynamic 15
Modify 15

Exit questionnaire
that some limited collaboration on experimental
results would emulate real world conditions pres-
ent during actual software exploitation activities.
Test subjects were provided with Program Set B
during the afternoon session of the reverse engi-
neering experiment. The experiment developers
were again present to observe any interactions
between test subjects.

To further observe the test subject activities
during the execution of the reverse engineering
experiment, the test developers employed an
automated screen capture tool (Camtasia) to pro-
vide a permanent record of activities. The reverse
engineering experiment platform involved an
Intel-based computer executing Linux Redhat 7.2
within a VMWare virtual environment hosted on
Windows NT4. This enabled the complete experi-
mental environment to be retained for future
analysis and included Bash histories of command
line instructions, and all temporary and history
files arising from Internet accesses. The screen
captures, Bash histories, temporary and history
files coupled with the initial questionnaire and
tutorial worksheets, provide a detailed accounting
of the test subject activities.
At the completion of Program Set B the test
subjects were provided an exit questionnaire to
enable post-experiment assessment. The exit
questionnaire assessed the amount of materials
supplied on the reading list that were actually used
by test subjects during the experiment along with
general comments pertaining to the various stages
of the reverse engineering experiment.

Results

The measurements collected during the reverse
engineering experiment are analyzed to validate
the two assertions defined in the beginning of this
paper (section Assertions).

Education/technical ability

The first assertion to be validated by the experi-
mental results concerned whether the use of
a statistical model could illustrate the relationship
between education and technical ability of the
software exploiter and their ability to successfully
reverse engineer a software product. This assertion
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is validated through analysis of the initial question-
naire and tutorial worksheet responses. The edu-
cation/technical ability (Fig. 1, ‘ability’) is derived
from the initial questionnaire responses for each
test subject and is normalized to values between
0 and 3 (Table 2) based on their experience with
operating systems, platforms, and the range of
commands used during the reverse engineering
experiment. The ability to successfully reverse
engineer a software product (Fig. 1, ‘score’) is de-
rived from the tutorial worksheet responses for
each test subject and is normalized by applying
a consistent grading scheme per question response
(Table 2) then averaging over all of the responses
(3 tasks� 8 test objects) for that particular test
subject. The education/technical ability and the
ability to successfully reverse engineer a software
product values are plotted against the test sub-
ject’s identification number. Although the two
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Figure 1 Grading scheme used to normalize responses.

Table 2 Grading scheme used to normalize
responses

Grade Description

0 The test subject has failed to
answer the questions, or the
answer is completely incorrect.

1 The test subject has failed to demonstrate
an adequate understanding of the problem.
There is some factual information presented,
but there may be significant errors. The
answer provided by the test subject
lacks sustentative matter.

2 Demonstrates an adequate understanding
of the major issues and the complexity of
the issues involved. The answer provided by
the test subject is correct, but it may
contain minor errors.

3 Demonstrates an excellent understanding
of the problem and the complexity of the
issues involved.
graphs do not coincide one-for-one, a correlation
coefficient of 0.7236642 was computed illustrating
a statistically significant relationship between the
educational/technical ability of the software ex-
ploiter and their ability to successfully reverse en-
gineer the binary code file of a software product.
This result provides validation evidence for the first
experiment assertion.

Complexity/size metric

The second assertion to be validated by the
experimental results concerned the relationship
between the complexity of the binary code file to
the complexity of the human readable source
code. This assertion is validated through correla-
tion of the tutorial worksheet responses (regarding
the reverse engineering of the eight test objects)
versus the application of Halstead and McCabe
metrics on the human readable source code (six
software programs that when compiled produced
the eight test objects). The tutorial worksheet
responses for the static, dynamic, and modifica-
tion tasks were normalized using the grading
scheme (Table 2) then averaged to produce the
mean grade per test object (3 tasks� 10 test sub-
jects). The Halstead and McCabe metrics were
computed using the source code for each of the
test objects. The mean grade per test object is
correlated with each of the individual metric items
to determine the extent of any dependencies
(Tables 3 and 4).

The statistical analysis reveals that there are no
significant positive correlations between the
source code metrics and the ability of the software
exploiter to successfully reverse engineer a soft-
ware product. The lack of correlation illustrates
that source code artefacts that contribute to size
and complexity metrics do not impact the reverse
engineering process applied to binary code files.
For example, the amount of branching (decision
points) within a source code file is the basis of
the McCabe cyclomatic complexity metric and
has significant bearing on unit-level testing of
the software module. Comparatively, branching
instructions (jump instructions) within a binary
code file are easily disassembled and understood
by the software exploiter.

Conclusion

The reverse engineering experiment as defined
within this paper represents a framework for the
experimental collection of measurement data in
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Table 3 Source code metrics debug enabled

Source program Hello World Date Bubble Sort Prime Number Correlation

Test object 1 2 3 4

Mean grade
per test object

1.483 1.300 0.786 0.867

Metric

Lines of code 6 10 9 21 �0.5802
Software lengtha 7 27 14 33 �0.3958
Software vocabularya 6 14 11 15 �0.5560
Software volumea 18 103 48 130 �0.4006
Software levela 0.667 0.167 2.5 0.094 �0.4833
Software difficultya 1.499 5.988 5.988 10.638 �0.7454
Efforta 27 618 120 1435 �0.3972
Intelligencea 12 17 19 15 �0.6744
Software timea 0.001 0.001 0.001 0.001 0
Language levela 8 2.86 7.68 1.83 0.1909
Cyclomatic complexity 1 1 1 3 �0.4802

a Halstead metrics.
a consistent and repeatable fashion. The 10 test
subjects participating in the actual reverse
engineering experiment, although representing
a relatively small data set, provide the basis of
a preliminary assessment as to the primary factors
that affect the software reverse engineering pro-
cess. The reverse engineering experiment provides
quantitative evidence that there is a relationship
between the education/technical ability of the
software exploiter and their ability to successfully
reverse engineer a software product. This evi-
dence provides the foundation for modelling
of this relationship using existing predictive mod-
els. Development and maturation of a reverse
engineering model that characterizes the software
exploitation process will enable commercial soft-
ware product developers to quantitatively predict
the time following product deployment when it is
anticipated that a software exploiter would have
achieved a given exploitation end goal.

The reverse engineering experiment also pro-
vides quantitative evidence that industry accepted
source code size and complexity metrics are not
suitable for characterizing the size and complexity
of binary code files pursuant to estimating the
time required to perform software exploitation
activities. Literary research conducted at the
commencement of this project did not identify
binary size and complexity metrics that could have
been used instead of the source code size and
Table 4 Source code metrics debug disabled

Source program Hello World Date GCD LIBC Correlation

Test object 5 6 7 8

Mean grade per test object 1.350 1.558 1.700 1.008

Metric

Lines of code 6 10 49 665 �0.3821
Software lengtha 7 27 40 59 �0.3922
Software vocabularya 6 14 20 21 �0.0904
Software volumea 18 103 178 275 �0.4189
Software levela 0.667 0.167 0.131 0.134 �0.1045
Software difficultya 1.499 5.988 7.633 7.462 0.0567
Efforta 27 618 2346 5035 �0.5952
Intelligencea 12 17 17 19 �0.1935
Software timea 0.001 0.001 0.2 0.4 �0.5755
Language levela 8 2.86 2.43 2.3 �0.0743
Cyclomatic complexity 1 1 3 11 �0.7844

a Halstead metrics.
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complexity metrics. Size and complexity metrics
that directly characterize the binary code files
must be defined. Such size and complexity metrics
are required to support the development of a soft-
ware exploitation predictive models a follow-on
research project has been proposed to define
these metrics and then use the existing reverse
engineering experiment framework to gather
measurements to corroborate the defined metrics.
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